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I. INTRODUCTION

Feature extraction is a widely used technique in
the field of image recognition, multimedia information
retrieval1. known techniques for this feature extractions
are ORB4, SIFT5, SURF6, Wavelets7 and many more.
One part of MIR is object recognition, and with object
recognition comes object finding, or homograph finding.
This uses a method called RANSAC8 to determine
where an object is in a scene, using descriptors that
were generated by for example SIFT. In this project, the
focus was on the SIFT method for feature extraction. A
former project in the course was shown during the course
which had an implementation of SIFT with homograph
finding which could track an object and draw a rectangle
around it. This actually worked pretty well, except for
when the object was turned away from the camera when
it quickly started to wobble around since it could not
locate the object anymore. This interested me and I
decided to try to find a way to improve the accuracy of
SIFT when objects were turned away. This would also
be interesting to implement in a working example, just
like the object tracking example of the project of last
year. OpenCV actually has an example project2 where
exactly that is done, but it is not a live example yet.

II. RESEARCH DESCRIPTION

I wanted to try to ’skew’ images such that they would
possibly match the objects better as they were turned
away. Also, it would be interesting to create a tool
that can compare the different algorithms that were men-
tioned before through a working example which tries to
find the object in a range of images, while also including
these perspective transformations.
The objective of this project is to improve SIFT’s accu-
racy by skewing the object, and to compare SIFT, SURF
and ORB with use of homograph finding as the scoring
mechanism. We will use the number of correct homo-
graphs as a quality measure. This means that if we have
a range of 10 test images, and the algorithm will draw a
correct homograph in 5 of the cases, the accuracy is 5/10.
This gives us a handle to compare the different methods
as well as the results with or without skewing.
The reason I have chosen the three aforementioned al-
gorithms is because these three are all implemented in
OpenCV 2.3.1, the version that currently runs on the
LIACS computers downstairs.

(a) Original

(b) 20% x-skew, 5%
y-skew

(c) 40% x-skew, 10%
y-skew

(d) 80% x-skew, 20%
y-skew

FIG. 1: Different skews of an image from a range of 0 to
80%. With keypoints.

III. EXPERIMENTS

A. perspective transforms

To improve SIFT’s accuracy when an object is turned
away, the first thought was to ’skew’ the image of the
object artificially to match a probable case that might
occur in real life, which might be very hard to recognize
with SIFT and a matcher. In figure 1 is shown what the
resulting image is of such a skew, which is basically a
perspective transform which is already implemented in
openCV3.
I started off with the implementation of the perspective
transforms. When this was implemented, I ran a quick
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test with an image that I transformed with the program
I wrote, which I would compare with the same object
in real life but then turned away. For class, we wrote
a program called ’SimilarImage’ which detects what
images are most similar to each other by calculating
features between them, matching them and outputting
what image has most matches. This program then
identified more matches between the skewed image of
the object and the turned away object than between the
original image of the object and the image of the turned
away object. This was an early indication that the idea
might work. The main problem was to determine how
exactly the transformations should be done, since in 3D,
we can rotate an object in virtually endless fashions. We
can of course account for this, but that would make our
program calculate endless on every frame, which makes
it impossible to implement in a live example. The main
structure of figure 1 is used to create different rotations
in 8 ways, being right(r), as shown in figure 1, left(l),
top(t), bottom(b) and four combined skews being lt,
lb, rt, rb (not shown). This way, we somewhat reduce
the amount of images we have to match and hopefully
increase FPS when we implement this in a working
example.

Now that the perspective transforms are ready, the
problem arose how the best transform should be selected.
In the program SimilarImage from class, the best image
was selected based on the maximum number of matches
between the set of images. This was also chosen as a
method here. The algorithm selects the ’best’ transform
based on the criterion of the most found matches. There
are plenty of examples where this seems to go wrong, for
example figure 2a, whereas there are also examples where
the transform really seems to help SIFT, for example in
figure 2b.

B. Optimizing matches

In the tutorial for the homographic finding for
OpenCV3, good matches were selected based on the min-
imal distance between the matches. This minimal dis-
tance was then multiplied by an arbitrary number (which
in the case of the example is 3), which was in turn used as
a threshold by which the matches were selected. This re-
duces the number of matches and also probably increases
the accuracy of them. This threshold value is also an op-
tion in the final program. Next to this selection, the ho-
mographic finding also uses RANSAC to determine the
best homography.
When a perspective transformation is chosen rather than
the original image, the original image coordinates will be
transformed to what they really are after the transfor-
mation and those coordinates are then transformed onto
the image with use of the homographic finding. This way,
the box is displayed correct on the image, even though
the transformation was used in the first place.

(a) A test image where the algorithm chose the
wrong transform.

(b) A test image where the algorithm chose the
right transform.

C. live examples

The code for feature homography from the opencv
website2 was first made into a live working example which
effectively would draw a box around an object it was
trained on. This required a pause of the screen, a box
to select a rectangular object and button to confirm the
object. Then, the object is trained and can be recog-
nised by the program. The main issue at that time was
FPS, since SIFT and the homography finding were actu-
ally quite accurate, but the FPS was around 1.25. This
amount of FPS is workable, but more is always welcome.
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To achieve this, an option was added to rescale the view-
port to 320/240, which effectively increased the FPS to
around 4. This was already a somewhat more workable
speed, however still improvement was welcome. When
trying it on a desktop computer instead of a laptop, FPS
increased to about 20 with SIFT and SURF, and around
40 with ORB. This is a problem in the sense that when
we are adding extra images to match with (eg. the extra
transforms), the performance will decrease even more,
and calling the application ’live’ when FPS is lower than
1.0 is somewhat strange.
The comparison between SIFT, ORB and SURF is also
interesting to compare in this live demo, since you can see
the differences immediately. The highest accuracy seems
to come from SIFT, also SIFT seems to be the most ro-
tation and scale invariant of the three.
ORB is the fastest, which was expected since ORB is the
simplest descriptor of the three. However, ORB does not
work very well, especially not when you rotate objects.

D. Measuring accuracy

The accuracy of SIFT has been tested with a range
of images with a resolution of 450x900 shown in figure 3
and with the program ’compareMethods’ which is also
attached in the zip file this report comes with. The
measurements are based on the accuracy definition men-
tioned earlier in section II. The test images are taken such
that the angle of the object is increasing with each image,
making each image harder to detect, probably. With this
dataset, we can very easily detect whether the algorithm
is more accurate when the different perspective trans-
forms are used.The (partial) results are shown in table I,
where only the results of SIFT are shown, since that is
the main topic in this project. With optimal settings for
the matches selection threshold, of the 8 images in figure
3 SIFT was able to detect and draw a correct rectangle
on 5 of them. This was only with the original object im-
age as a test. In the next three images, the object was
not found adequately. With 5 transformations (which is,
original, 20% skew, 40% skew ... 80% skew), SIFT would
detect the object in 7/8 images. This is an interesting
improvement. When the number of transforms was in-
creased to 40, I was able to make SIFT detect 8 out of
8 images. This is quite interesting as it shows that the
original idea works in this case.
The resolution also seems to matter, since the accuracy
was far worse when the resolution was 900x1600 instead
of 450x800. When the images were downscaled, the ac-
curacy increased a lot. Right out of the box, SIFT had a
score of 4/8. This is with a threshold parameter of 3 and
just the use of the original object. When the threshold
was changed to 5, this would be 5/8.
ORB has an out of the box accuracy of 3/8, and SURF
has an out of the box accuracy of 5/8. When optimizing
the accuracy, I noticed that the parameter minHessian,
which basically is an interesting-ness threshold for select-

ing features, had no influence whatsoever for the amount
of matches when using SIFT.
I have also tried it on a ’harder’ dataset, which contains
more images in different positions. Here, SIFT had an
out of the box accuracy of 4/16, while when the trans-
forms were also compared, the accuracy was 9/16.

Hessian Threshold
Transforms
command

Number of
transforms

Correct
Homographs

200 2x o 5 3/8
400 2x o 5 3/8
400 3x o 5 4/8
400 5x o 5 5/8
400 1000x o 5 5/8
700 2x o 5 3/8
1000 2x o 5 3/8
10 2x o 5 3/8
10 5x o 5 5/8
100 5x o 5 5/8
1000 5x o 5 5/8
200 2x ec 5 4/8
200 2x ec 5 2/8
400 2x ec 5 4/8
400 3x ec 5 6/8
400 5x ec 5 6/8
400 5x ec 10 6/8
400 2x e 5 5/8
400 3x e 5 6/8
400 5x e 5 7/8
400 6x e 5 6/8
400 7x e 5 5/8
400 10x e 5 5/8
400 5x e 10 6/8
400 3x e 10 7/8
400 3x e 40 8/8

TABLE I: Results of test runs of SIFT on test figures
from figure 3 with different variables

IV. DISCUSSION

A. Perspective transforms

At first, we started off with the perspective transforms.
A point of discussion is the way the perspective trans-
formations are generated. This can be done in a lot of
ways, which makes the problem enormous. We make the
assumption that SIFT has a basic scale/rotation invari-
ance, which we can see in our live example and which is
an argument for the fact that we do not generate a huge
amount of transformations to help SIFT with all the pos-
sible rotation cases. This whole project was based on the
idea that SIFT actually performs quite well in situations
where the object is rotated a little.
The way of selecting transforms is a bit tricky, since the
amount of matches need not necessarily be the best in-



4

FIG. 3: Test images for the program compareMethods

dicator for the best match at that time. As said before,
this is shown by figure 2a and 2b. Sometimes, this cri-
terion really seems to work, but sometimes it just does
not. I have not looked into this criterion more, but this
might be a point of improvement.

B. Live example

The main issue with the live example is the FPS, since
increasing this is relatively hard. The FPS might be im-
proved by using less transforms, increasing the comput-
ing power, switch to multiprocessing/gpu (which I have
searched for a lot, but could not get to work, unfortu-
nately), and optimizing code. The interesting part of
this live example is also the comparison between the dif-
ferent feature extraction algorithms.
This live demo is easy to use, has a nice interaction and
makes the differences between the objects clear, however
is not scientific in a way that the accuracy is not very
measurable.

C. Measuring accuracy

In this section, I have tried to perform measurements
as scientific as possible. The measurements were all con-
ducted on the same dataset. This dataset was made such
that it becomes increasingly harder to detect the images
from it because the angle is increasing. The results seem
to indicate that the transformations help to correctly de-
tect an object in an image when the object is rotated far
away in the image. The extra computation time, how-
ever, is enormous, especially when the number of trans-
forms that is done is set to very high numbers. Is the
advantage of improved accuracy bigger than the disad-
vantage of longer computation time? That depends on
the application. When this is built into a live example,
it probably takes too much time to compute. FPS will
drop below acceptable levels and then again, SIFT has
already a reasonable scale/rotation invariance of it’s own,
which means that the improvements only occur when the
object is rotated away a considerable amount. For basic
object tracking, this will not be interesting.
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D. Future work

To really improve the accuracy, one could make a 3D
model of the object, then rotate it in a number of ways
and run SIFT over these images. This could make a very
accurate object finder. However, this method would be
computationally more expensive than this approach.
Since most improvements occur when the object is ro-
tated a lot, one might also try to only use the extreme
cases of rotation in this approach and leave the lot that
is rotated away below 20% out. This can, depending on
the amount of transformations, increase the speed of this
application.

E. Conclusion

The basic idea where this project started turned out
to work, however the improvement is marginal and it
brings a lot of extra computational power that is needed
along with it. The results do suggest that this method is
working, however it might not be very useful, because of
the fact that, as mentioned before, SIFT is already very
powerful and can handle rotation pretty well on itself.
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